
V29 Legal’s Contribution 
to the European 
Commission’s Public 
Consultation on the 
White Paper on Artificial 
Intelligence



V29 Legal is a boutique law firm specializing in
international dispute resolution as well as legal
matters related to artificial intelligence (AI). In
this regard, V29 Legal works with innovators
to create trustworthy AI.

V29 Legal submits this contribution to the
European Commission’s Public Consultation
on the White Paper on Artificial Intelligence
(Contribution Paper) to strengthen the
potential of AI within the European Union (EU)
while identifying and minimising its risks. The
Contribution Paper focuses on the
transparency of AI systems as one of the key
components of trustworthy AI. It explores how
a future regulatory framework could spur
innovation and, at the same time, address
risks in a manner that enables creation of an
ecosystem of excellence and trust.
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Executive Summary

Acknowledging the increasing importance of artificial intelligence in
modern society, and the expected benefits, with this Contribution
Paper, V29 Legal invites the European Commission (EC) to consider
the following key findings when drafting a new framework on AI:

i. Transparency of AI systems is a key component of trustworthy AI.
Therefore, a regulatory framework needs to provide for the degree
of transparency that creates and sustains trust.

ii. A future European regulatory framework needs to address AI-
related risks in a differentiating and detailed manner, taking
differences between various AI applications and technological
possibilities and their respective risks into account.

iii. Such a differentiating system needs to be accompanied by a
monitoring and enforcement mechanism.

iv. In practical terms, this means that:

a) fully transparent AI systems must be clearly identifiable as
such, state their purpose, indicate their underlying functioning
in such a way that independent performance tests can be
carried out, offer an ex post explanation of individual decisions
and contain information on alternative courses of action.

b) a new European regulatory framework for AI needs to clearly
define which transparency requirements are mandatory, and,
based on a risk assessment, classify AI applications into five
different risk levels, each with increasing transparency and
monitoring obligations.

c) explainable AI methods will be a key requirement/tool to
explain complex neural networks with self-learning or deep
learning capabilities.

A.
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The futurist Raymond ‘Ray’ Kurzweil
has predicted that AI will outsmart
human intelligence by 2029.1 Whether
the timing of the prediction is fully
accurate, is not of great importance
when it comes to the question of a
future regulatory framework for AI.
Today, AI is already being developed
and deployed in various areas which
have the potential to outpace human
development. While these technologies
bring about tremendous advantages,
they also bear great risks.

Artificially intelligent systems are playing
an increasingly central role in our daily
lives and are no longer mere decision
aids, but are increasingly deployed as
decision makers. In order to preserve a
human society where humans continue
to make and to bear responsibility for
the final decisions, we have to ensure
that humans remain in control. This
approach is reflected in the European
Commission’s White Paper on Artificial
Intelligence (White Paper), which
emphasized the ‘human centric
approach’ towards regulation of AI as
its core principle.2 The European
values-based, ethical AI approach
considering ‘human dignity, freedom,
democracy, equality, the rule of law and
respect for human rights, including the
rights of persons belonging to
minorities’; and a ‘society in which
pluralism, non-discrimination, tolerance,
justice, solidarity and equality between
women and men prevail’ has been
already defined as a ‘secret sauce’3 or
a ‘secret weapon’4 of the EU in global
AI race.

In this context, the White Paper further
acknowledges Europe’s ‘strong
attachment to values and the rule of law

as well as its proven capacity to build
safe, reliable and sophisticated
products and services from aeronautics
to energy, automotive and medical
equipment’.5 In addition, the White
Paper emphasizes the importance of
trust into AI systems, as a prerequisite
for its uptake.6 The White Paper
presents various ‘policy options to
enable a trustworthy and secure
development of AI in Europe, in full
respect of values and rights of EU
citizens’.7 With the Public Consultation,
the EC aims to give stakeholders the
opportunity to state their views on the
questions raised and policy options
proposed in the White Paper.

With the defined goals of the Public
Consultation in mind, this Contribution
Paper suggests that one of the key
aspects to retaining human control over
AI is the creation of transparent
systems. To this end, we first present a
brief outline of challenges arising due to
the opacity of the so-called black-box
systems (C.). Then, possible questions
with regards to AI systems which
should be answered in order to ensure
transparency and the necessary degree
of transparency are explored (D.). In a
third step, follows an overview of
existing legal obligations regarding
transparency and explainability which
already exist in some established areas
(E.). This analysis is then followed by
specific proposals for future
transparency requirements for AI (F.). In
addition, proposals for possible
translation of these requirements into
practice are made (G.), including an
overview of trade-offs and obstacles
which the implementation of such
explainability may face (H.).

IntroductionB.
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AI-driven systems are typically characterised as so-called black-
boxes. This characterization is a result of three interrelated dimensions
of algorithmic opacity:

First of all, and unlike early forms of algorithmic systems, which relied
on ‘if-then’ reasoning, modern machine learning systems can create
complex models which can make it difficult or even impossible to
identify why and how they generate a particular output.

Secondly, even systems that utilize algorithms whose underlying
operation and logic can be explained (for example, because they
follow a decision-tree analysis) may not openly display their reasoning.

Thirdly, if information about a system is provided, end-users will often
not be able to comprehend or assess such information because of the
quantity of information and complexity of these systems.8

As a result, five different but interrelated challenges arise. To
overcome such challenges, an explainable AI system needs to respect
the following principles: accountability and traceability (I.), human
control and risk prevention (II.), accuracy and prevention of bias (III.),
contestability and action (IV.) and trust in the development of AI (V.).

Risks related to opacity –
a case for explainable AI

C.
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Non-transparent systems may make it difficult or
impossible to control and, thus, to monitor compliance
with legal requirements of these systems. This is
problematic from a regulatory perspective, as – for
instance – state agencies can face difficulties in
monitoring and enforcing safety requirements. Likewise,
from an end-user perspective, the lack of supervision may
lead to a lack of verifiability of causal chains of errors and,
therefore, ultimately to liability gaps.

In addition, an error may not result from the operation of
the system itself but be the consequence of a simple
human input error. However, even the origin of input
errors may be difficult to determine if the system does not
allow for traceability.9 In this regard, transparency can
help to expose a basis for evaluation.10

Accountability
and traceability

I.
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The difficulties in determining the root cause were raised,
for example, in connection with a tragic accident that
occurred in March 2018 in Arizona. A driverless Uber-
operated Volvo car killed a woman. Subsequently, it was
difficult to trace back the chain of events that led to the
accident: Was it the built-in sensor and should, therefore,
its manufacturer be held liable? Was it a mechanical
failure for which Volvo should be liable? Was it the
camera? Was it Uber that runs the operating system of
these cars?

The lack of transparency of the AI system steering the
vehicle made it even more difficult to understand how the
system had reacted and therefore whether the AI itself, or
individual elements of the self-driving system (the camera,
the sensor, safety settings) had set the decisive cause.
The investigation also focused on the possible distraction
of the accompanying driver. Furthermore, the victim was
reportedly under the influence of drugs and alcohol. At
the same time, it was unclear whether this state might
have affected the predictability of her behaviour or raised
questions of contributory negligence. Ultimately, it turned
out that Uber had disabled at least two safety-critical
functions, including emergency braking.

Autonomous driving
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One of the application cases of AI in
the financial sector are AI-based
credit risk assessment methods, be it
by eCommerce businesses or by
financial institutions. In this context,
difficulties with regards to
accountability and traceability, may,
inter alia, arise when a loan is denied.

Payment solutions providers like, for
example, PayPal and Klarna, have
introduced delay-payment-based
solutions, e.g. open invoice
(purchase on account) or payment in
instalments. After selecting the
preferred delay-payment method, the
users are requested to enter their full
name, date of birth, address,11 and
accept the providers’ terms and
conditions. These user data are then
interpreted by the AI system and a
decision on the user’s financial
solvency is made. As the initial date
set is entered by the user, it is known
to him or her. However, it is non-
transparent to the user what other
data sets (e.g. training data) the
search query is run against. In
addition, when the selected payment
method is denied, the decision-
making criteria, i.e. a reasoning for
the refusal, are generally not
presented by the provider.

Similarly, financial service providers
like, for example, Postbank and ING,
are increasingly relying on fully
automated instant credit offerings to
meet the consumers’ needs. Through
the use of digitised tools like
document-upload, video
identification, and eSignatures, loans

nowadays can be granted almost
instantaneously, with only one to two
days between application and pay-
out. However, in case of denial,
companies tend to use formulaic and
standardized language.
This example shows the benefits and
downsides of the use of AI: on the
one hand, AI may help lenders to
measure credit risk, limit default risks
and expedite the procedure. At the
same time, the affected consumers
may not be able to understand why
their application is declined and
accordingly effectively challenge such
decision or improve their scoring,
since they are not provided with
reasons for the decision. They may
also not be aware of the data which
have been used. For example, some
AI models even rely on the
customers’ behaviour in social
media.12

Credit risk assessment
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Apart from general accountability aspects, the opacity of
AI-systems may make it even more difficult to ensure
human control over these applications. Such lack of
control can lead to catastrophic outcomes.

Human control and
risk prevention

II.

This became apparent in the case of the two
Boeing 737 Max crashes on 29 October
201813 and 10 March 201914. It seems as if
the main problem in the case of the Lion Air
crash of October 2018 was that the
producer had installed an AI-driven system
(the ‘Manoeuvring Characteristics
Augmentation System’). This system was
supposed to ensure that the nose of the
aircraft is automatically pushed down if a
stall threatens. The final accident
investigation report found, amongst other
contributing factors, however, that the pilots
had neither been informed of its existence
nor trained in its operation.15

Obviously, no pilot should ever be
confronted with any such risk. However, if
the said system had at least been duly
explained to the pilots, the risks might have
been recognized and the crashes been
prevented. The extreme example shows how
important the understanding of intelligent
systems and their functioning (and handling)
within a superordinate system may be.

Autopilot
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Thirdly, the opacity of self-learning algorithmic systems
may help hiding potentially biased or erroneous
decisions. In this regard, transparent systems are
necessary to protect the inherent good of society.16

Accuracy and 
prevention of bias

III.

An investigation revealed in 2018 that IBM’s
Watson supercomputer recommended
unsafe and incorrect cancer treatments:
Internal IBM documents showed that the
software was drilled with a small number of
hypothetical rather than real patient data.
These hypothetical data were not
representative and, inter alia, reflected some
doctor’s preferential treatments. The
hospitals who used the software did not
know that it was trained on such
hypotheticals.

Furthermore, recommendations were based
on the expertise of a few specialists for each
cancer type instead of guidelines or
evidence. In addition, the internal document
revealed that the IBM software-based studies
that were advertised as a proof of the
system’s usefulness, were designed to
generate favourable results.17

Healthcare sector
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A similar problem is that non-transparent
systems can unintentionally trigger or reinforce
discrimination. To name just one of the many
examples, Amazon found in 2015 that its
recruitment algorithm categorically
disadvantaged women. Amazon's model was
trained to vet applicants by observing patterns in
resumes submitted to the company over a 10-
year period. Since these (due to the male-
dominated tech sector) were mainly male, the
system had learned to discriminate against
women and therefore in the following evaluated
activities in women's associations or the
completion of women's colleges as negative.18

If the system had been more transparent – and,
in particular, had disclosed its decision-making
process, the developers might have realised
much earlier that the system had an inherent
bias. In addition, the disclosure of the decision-
making process would have enabled
independent third parties or affected individuals
to discover the bias and take action against it.
Without this information, they could only
speculate or use examples to demonstrate that
women were less successful.

Similarly, even an arguably unbiased initial set of
data, e.g. without any reference to gender or
race, could lead to a discriminatory decision in a
credit risk assessment procedure. For example,
based on a default-rate among residents of a
certain district, an indirect bias might be
developed by the AI system with regard to the
creditworthiness. Transparency is, thus, also
needed with respect to the data in order to avoid
a negative risk assessment, for example with
regard to minority groups.

Bias in Human Resources 
systems and financial sector
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Fourth, opaque systems may hinder access to justice if an
individual AI-decision does not offer any reasoning.
However, transparency is essential to enable legal action.19
In order to contest a decision in court, for example, each
individual needs to be able to rely on evidence.

Contestability
and action

IV.

If a bank refuses to issue a loan to a
customer based on the decision of an AI-
driven credit scoring system, he or she is
unlikely to effectively contest that decision
without a possibility to analyse and rely on
the reasoning of and criteria behind the AI
system’s decision. AI-based decisions
which do not reveal their reasoning or at
least criteria underlying such decisions,
may, therefore, jeopardizes each
individual’s right to effectively contest a
certain decision.

Credit risk management
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The need to rely on facts and reasoning applies
even more so in situations in which the court
itself makes use of an AI-driven system that it
cannot assess. This concern came to head, for
example, in State v. Loomis, a case in which the
Supreme Court of Wisconsin on July 13, 2016,
based the sentence for a drive by shooting on
the result of the so-called COMPAS
(‘Correctional Offender Management Profiling for
Alternative Sanctions’) tool. The software was
used to predict the probability of the defendant's
recidivism.20 The defendant challenged the
sentence, arguing that the court’s use of the
recidivism prediction tool suggested that it
violated his due process rights as the court was
not able to assess the system’s accuracy.21 The
algorithms used were considered trade secrets
and the causal audit process was not clearly
known to the judge.22 The court, however,
rejected the claim concluding that

‘…if used properly, observing the limitations and
cautions set forth herein, a circuit court’s
consideration of a COMPAS risk assessment at
sentencing does not violate a defendant’s right
to due process’.23

This case shows that appealing against an
automated decision is difficult, if not impossible,
if the AI system’s functionality and decision-
making criteria are not available to the individual
affected by the system. Potential discrimination
in this specific case was only established later on
as a result of an analysis by ProPublica, an
independent investigative journalism platform.24

Legal system
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Lastly, the fact that most complex
algorithmic systems are perceived
as black boxes may also prevent
certain actors from deploying AI for
fear of improper or illegal decisions
and consequences. A lack of
understanding of the system’s
functionality and, hence, a lack of
trust in the system as such, can
prevent the usage of the AI-based
products and services. Ultimately,
insufficient transparency can,
therefore, limit related economic
growth and competitiveness.

According to research conducted by
the McKinsey Global Institute, the
potential of Europe to deliver on AI is
large, as it could add up to EUR 2.7
trillion in GDP by 2030. This would
result in a cumulative growth of 19
percent or a 1.4 percent compound
annual growth through 2030.
Europe's ability to capture the full
potential of AI varies significantly
among sectors and countries. With
the exception of some Scandinavian
countries and the United Kingdom,
Europe lags behind the United
States in its readiness for AI. For
instance, only two European
companies are in the worldwide
digital top 30, and Europe is home
to only 10 percent of the world's
digital unicorns.25 At the same time,
a creation of a solid values- and
rules-based regulatory framework
within the EU, could spur AI‘s
development and application within
the EU and strengthen the EU’s
global position in this context.

Trust in the development of AIV.

12
H



In order to address the outlined challenges and to adhere
to the laid-out transparency principles, transparent AI
systems and assessment methods need to be designed.
To this end, any so-called explainable AI needs to answer
the following five questions:

The five dimensions 
of transparency 

Identification-transparency: 
Is an AI-driven system 
being used? 

Every user needs to know he or she is
dealing with AI. This aspect can be
described as identification-transparency.
Each AI-application should be easily and
clearly identifiable as such for end-users.
Individuals should have a right to know
whether they are subject to an
autonomous decision-mechanism or not.

For example, within the context of the
above-mentioned credit risk assessment in
e-commerce, during check-out on a
vendor’s website, the customer should be
able to identify (upon first glance) that
certain payment methods like purchase on
account or payment in instalments will only
be available in case of a positive AI-based
decision with regard to the customer’s
credit scoring.

D.

I.
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Function-transparency: 
How does the AI-driven 
system work?

The underlying dimension of this
question is the so-called function-
transparency: Function-transparency
is needed to allow a general and
meaningful oversight over the system.
Meaningful oversight requires AI
operators to disclose the basic
features of the system’s underlying
functioning. This is needed to allow
independent third parties to conduct
independent testing of the
technology, if so required.
Independent testing in its turn should
include accuracy and unfair
performance tests. Depending on the
use case, the results of such tests as
well as the information regarding the
system’s error rate should also be
made public, obviously without
revealing business secrets or any
other sensitive data.

To implement such a requirement, a
provider of online payment solutions,
for example, would have to present a
general description of the underlying
technique, to an independent third-
party auditor or a supervisory
authority. The company would need
to disclose, at a minimum, basic
features of the AI-system with a
particular emphasis on the
provenance and quality of the training
data the system has been provided
with. In addition, the provider would
need to disclose who they are
collaborating with (e.g. Risk
Management Consulters), and in what
ways and to which degree the AI-
applications interact and/or intersect.

Context-transparency: 
Why does the AI-driven 
system exist? 

This question deals with the so-called context-transparency. The key here is that
operators should disclose the intended purpose of using an AI-system.

To stay with the e-commerce example, the customer should be made aware that
credit scoring is mainly employed to identify and/or estimate a customer’s default
probability. In addition, it is used for identification (identity check) of the customer,
general fraud recognition (fraud check), as well as the above-mentioned
creditworthiness (credit check).

II.

III.

14



This question raises the issue of
explanation-transparency:
Explanations expose information
about specific individual decisions
without necessarily exposing the
precise mechanics of the decision-
making process.26 Viewing
transparency as 'explaining the
steps of the algorithm' is unlikely to
lead to an informative outcome.27

At the same time, the demand for
full disclosure of all technical
functions of an algorithm could also
prove counterproductive. Similar
regulatory approaches, such as the
duty to consent to the processing
of personal data under the GDPR,
have demonstrated the risk of
information overload: If individuals
are being provided with too much
information about a transaction
they cannot comprehend, the risk
of creating even more opacity
arises.

Therefore, ‘explanation’ should be
defined to mean human-
interpretable information about the
logic by which a decision-maker
took a particular set of inputs and
reached a particular conclusion.28
It, thus, also serves as a tool to
ensure that the individual decision
can be contested by the individual
affected. As seen in the examples
above, individuals are not able to
challenge a decision based on an
AI driven system if no usable
evidence can be extracted from it.

In order to reach this goal, the
following information should be
provided about the basic features
of the individual decision in
question, namely:

• The criteria used,
• their weightings and
• the training data of the self-

learning algorithm.

In the context of online purchases,
after being presented with the
aforementioned information, the
customer should be able to provide
the necessary data to proceed and
initiate the AI-application’s credit
analysis. The company then would
need to explain the rational of the
decision. Usually, the customer’s
data would include the first and last
name, her or his date of birth, and
address. In some cases, a phone
number may be required as well. If,
after processing, the AI-application
concludes that a specific payment
method cannot be offered, the
customer should be informed of
that decision, and, at a minimum,
be provided with an individualised
explanation as to the reasons why
his request was declined. The
explanation should not be a
technical one, but, at a minimum,
clarify which reasoning was flagged
by the AI-application. For example,
the customer has recently moved
and entered a new address. This
caused the fraud-indicator to spike
and decline the selected payment
method in this specific case.

Explanation-transparency:
How does the concrete decision 
about me come about? 

IV.

15



Option-transparency: 
What options do I have? 

This question sheds light on the so-called option-
transparency: Individuals should be informed in
clear and understandable language whether or not
the solutions offered by the AI tool are binding and if
they have alternative options.

Generally, once the selected payment method on
an e-commerce platform has been declined, the
decision is final and may not be contested by the
customer. In some cases, when a payment solution
is not linked to a specific transaction, for instance,
when applying to a service like PayPal Credit, there
is an option to re-apply after a certain period of time
has passed. The payment solution provider would
need to implement a dispute resolution channel,
similar to the Resolution Centre offered by PayPal,
that extends the possibility for the customer to
appeal the decision made by the payment solution
provider, therefore, ensuring that an individual and
analogue credit analysis can be enforced.
.

V.
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At present, specific requirements regarding the transparency or explainability of
algorithmic decisions exist mainly in the area of data protection law. However,
the following analysis will show that there is a need for the explainability of
decisions in other areas of law as well. This necessarily means that when AI
systems are used in the context of such decisions, they must be explainable in
order to meet these general requirements. This shows that the demands for
transparent systems are already deeply rooted in most legal systems. They
should, therefore, only be specified in an overarching EU legal framework on AI
for clarification and uniformity purposes.

De lege lata: Existing legal obligations 
regarding transparency and 
explainability

E.

The General Data Protection RegulationI.
In 2016, the EU adopted the General
Data Protection Regulation (GDPR),
which took effect on May 25, 2018,
and replaced the 1995 Data
Protection Directive.29 The GDPR’s
discussion of automated decisions is
contained in Articles 22, 13(2)(f),
14(2)(g), and 15(1)(h) of the GDPR.

The provisions demand that the
following information be available to
data subjects: ‘the existence of
automated decision-making,
including profiling, referred to in
Article 22(1) and (4) and, at least in
those cases, meaningful information
about the logic involved, as well as
the significance and the envisaged
consequences of such processing for
the data subject’. Additionally, the
non-binding Recital 71 which
corresponds to Article 22 GDPR
explicitly grants the individual to
‘obtain an explanation of the decision
reached’.

Since adoption of the GDPR,
scholars have debated whether these
requirements amount to a ‘right to
explanation.’ Some argue that if not
the text of the norms themselves, at
least the combination of the right to
meaningful information about the
logic involved and the right to contest
a particular decision implies a right of
explanation.30 Others argue that an
explanation of individual decisions is
not provided for, but is in any case
unnecessary and merely distracts the
discussion.31

This question can be left open for the
purposes of this Contribution Paper,
since it is in any event clear that the
data subject has both, a right to be
informed about the overall functioning
of the system and, at least to a
certain extent, about the individual
decision itself.

17



Other regulationsII.

The duty to explain an outcome of an automated
decision-making system has been mostly debated in the
ambit of data protection. In the following, however, we
will demonstrate that explanation, or – more specifically
– the duty to state reasons for certain decisions is a far
more widespread concept and already amounts to a
legal requirement across jurisdictions and sectors. In the
following, we will highlight certain areas where this
observation leads to an imperative demand to create
explainable AI-systems.

Administrative 
decisions

States and state-owned actors are
addressee of the duty to explain their
decisions which typically, in a
democratic state, requires a state to
provide reasoning for its acts, i.e. for
administrative decisions. This
concept is embodied in Article 41(2)
of the Charter of the Fundamental
Rights of the European Union
(Charter). It has further been specified
in national legislations across all
jurisdictions.

For instance, under the German
Administrative Procedure Act, an
agency that enacts a decision must
provide an explanation that include
the ‘chief material and legal grounds’
for the decision.32 France has
recently enacted the Digital Republic
Act, which creates a right33 for
subjects of algorithmic decision-
making by public entities to receive
an explanation of the parameters
(including specification of their
weighting) used as a basis for the
decision.34

18



Court 
decisions

Court decisions usually have to be
explained, e.g. be accompanied by a
reasoning of a judge. In the United
Kingdom, for example, it is a principle
of common law that a judgment must
be reasoned; if a judgment is not
sufficiently explained, it can be
overturned by a higher court.35 In
France36 and Germany37, the
respective civil codes explicitly
stipulate that all judgments must be
justified. Again, the failure to make a
declaration may lead to the judgment
being set aside.38

Private
actions

In certain areas, even private actors
are required to explain their acts. In
the U.S., for instance, the Fair Credit
Reporting Act requires consumer
reporting agencies to provide, with
every request for a credit score, a list
of the key factors that negatively
influenced the consumer’s score. This
provision permits consumers to
contest their credit scores, thereby
adding a layer of accountability to the
system.39 Similarly, the Equal Credit
Opportunity Act requires a creditor to
give a statement of specific reasons if
he takes an adverse decision.40

Liability in contract
and tort law

Furthermore, and most crucial for the
development of explainable AI,
explainability is an important legal
category in contract and tort law. In
fact, contract and tort law may impose
legal requirements to use explainable
machine learning models.41

For example, an explanation for a
particular choice may provide
evidence of whether the defendant
acted knowingly, recklessly,
negligently or innocently - all of which
can have legal significance. The
precise amount of evidence required
to compel an explanation varies with
the governing law.42
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In the White Paper, the Commission
stated that a clear European
regulatory framework for trustworthy
AI is needed to avoid fragmentation
in the internal market, which would
undermine the objectives of trust,
legal certainty and business uptake.43
With regard to transparency, the
White Paper indicates that a future AI
framework could include the
requirement to provide information on
the purpose of the system, the
conditions under which it is expected
to function and the expected level of
accuracy.44 Furthermore, the White
Paper states that individuals should
be clearly informed when an AI
system is being used.

The White Paper already includes
references to the requirements that
we have summarized under the
terms of identification-transparency
and context-transparency (and
probably also function-transparency).
The White Paper’s requirements
currently, however, do not include
any right to obtain an explanation of a
decision (explanation-transparency)
or to be informed about possible
options with regard to the outcome
(option-transparency). Furthermore, it
does not clearly lay down what
requirements about the system’s
functions are to be revealed. As seen
in our analysis above, however, clear
rules with regard to the specific
information about a system’s
decision-making process are needed
in order to challenge it effectively.

Similarly, the Ethics Guidelines for
Trustworthy Artificial Intelligence
prepared by the High-Level Expert
Group on Artificial Intelligence
(Guidelines) introduce transparency
as one of their key principles. The
Guidelines require in particular, that
especially fundamental rights
sensitive AI-system need to be
explicit and open about choices and
decisions concerning data sources,
development processes and
stakeholders. This implies an element
of explainability, without explicitly
naming it as such.45 The guidelines,
however, do not lay down whether
non-explainable AI is unlawful or
simply unethical.

Given the importance of the different
dimensions of transparency, each of
which serves a different purpose and
is necessary to enforce further rights,
as outlined above, we invite the
Commission to develop an EU legal
framework for AI that clearly sets out
the transparency requirements
necessary for each AI application.
Otherwise, there is a risk that
transparency will become a well-
intentioned mute formula. In addition,
not every AI application has to meet
the same transparency requirements,
rather a gradual approach addressing
the specifics of AI systems and
related risks is necessary.

At the moment, the White Paper
addresses high risk and low risk AI
application cases. In view of the

De lege ferenda:
A call for a gradual approach

F.
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complexity and variety of AI
application cases and related risk, we
suggest developing a more
differentiating risk matrix. Such risk
matrix should follow a gradual
approach and – following the
suggestion of the German Data
Ethics Commission – divide
applications into at least five different
risk levels.46 Every risk category
would, in turn, lead to a different set
and degree of legal requirements.47

When assessing potential risks, both
- the affected sector as well as
individual aspects of the specific AI
application - should be taken into
account.

In the following, sectors that are of
utmost importance for the systemic
functioning of a state will be identified
(I.). In the subsequent section, criteria
for a concrete risk assessment of an
individual application will be
developed (II.).

Critical sectorsI.

Wrongful AI applications affecting the
high-risk sectors identified in the
White Paper, namely healthcare,
transport, energy and parts of the
public sector (such as asylum,
migration, border controls and
judiciary, social security and
employment services) might create
the main risks to society and the
functioning of society as a whole.
However, other sectors, such as
media, would certainly need to be
taken into consideration in this
context as well. All these sectors need
to be categorized as particularly risk-
inherent to ensure that basic needs of
society can be fulfilled – with or
without the use of AI.
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The White Paper currently lacks clear guidance on what
constitutes a concrete critical application. We would
suggest two major factors should be taken into account,
namely the likelihood of the occurrence of an identified
risk (i) and the severity of a potential damage (ii).

When it comes to the likelihood of the occurrence of an
identified risk, the classic risk-assessment regarding the
causal link between an action and a likely consequence
must be evaluated. Whether the end user has the
possibility to re-evaluate and, thus, mitigate the
automated decision also plays a decisive role.

When assessing the severity of a potential damage, both
its nature and its likely extent, need to be considered.

As regards the type of damage, criteria such as whether
the envisaged damage would be reversible or irreversible
need to be included in the assessment. Another crucial
aspect is the type of the affected fundamental right: In
this regard, potential physical harm and, thus, a violation
of the right to physical integrity (as enshrined in Art. 3 of
the Charter) need to be placed at the highest level.

With regard to the extent of the potential damage, criteria
such as the number of individuals affected, the impact on
other fundamental rights, the circumstances, frequency
and duration of the adverse effect need to be taken into
consideration. For example, a threat to the energy or
water supply of a metropolitan area or a breakdown of
global supply chains to cyber-attacks or a system
breakdown would be major threats to society as a whole.
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Risk matrixII.

The classification of a specific application into one of the
risk categories should lead to application of different legal
requirements. These could be based on the following risk
matrix:

Risk level

Low

Moderate

Medium

Elevated 
risk

High

1 2 3 4 5

At the lowest level of intervention, only ex
post transparency obligations may be
necessary. This would mean that no
permanent control processes would
need to be installed. However, upon
request, the operator of the system
should be able to meet at least the
requirements of context and system
transparency. In concrete terms, the
operator must provide the individual
(upon request) with information on the
purpose of the system and on the
general functioning of the system.

Ex post transparency obligations upon
request would enable explainability, and
thus, ultimately, that individuals are able
to challenge a particular outcome. AI
systems used to suggest products to
consumers or to display them in a certain
order on social networks, for example,
could fall under this category.

Risk level 1: low
ex-post traceability
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At a second risk level, a general
monitoring of the system would be
required. In practical terms, the system’s
operator would be obliged to indicate the
system’s basic functionality i.e. the
quality measures and the learning
process of the system and disclose how
the system relates to the ultimate
decision, i.e. the degree to which the
decision is influenced or based on the
system’s output. The monitoring could
be performed by external third-party
auditors based on the pre-defined
criteria.

With regard to end-users, the system
should be clearly identifiable as AI-driven
and thus ensure identification-
transparency. Additionally, the purpose
and, accordingly, context of the system
should be made publicly available, for
instance, in an FAQ section of the
operator’s website.

Dynamic or personalized pricing
techniques could fall under this category.
The Uber dynamic pricing model, for
instance, matches fares to a number of
variables such as time and distance of
your route, traffic and the current rider-
to-driver demand.48 It is a system that
could potentially be applied in a
discriminating manner, but it leaves the
user sufficient room for discretion so as
not to trigger any particular fundamental
rights relevance.

Risk level 2: moderate
basic function monitoring
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At a third level, comprehensive
transparency obligations may be legally
required in addition to monitoring. This
would mean that apart from disclosing
the purpose and basic functionality, the
operator should reveal how a particular
decision is reached, at least to certified
third parties or government agencies.
Operators would need to display all
relevant factors and criteria used as a
basis for the automated decision, as well
as the source and training of data, but
without disclosing inner technical
functions of the system.

Third-party monitoring may be
accompanied by governmental
information and inspection rights.
Recording requirements may also apply.
The regulations of the German Securities
Trading Act (Wertpapierhandelsgesetz,
WpHG) on algorithmic trading with
financial instruments could serve as a
regulatory model (Section 6 (4) WpHG).

Furthermore, the operator would be
required to name a responsible person
within the company to perform risk
management tasks. This person could be
held responsible for failures of the
systems vis-à-vis third parties.

As regards the use of AI by the
government, purely informative tools
used within the administration, such as
the so-called ‘Bobbi’ chatbot, used by
the administration of the municipality of
Berlin49, could fall into this category. This
is because AI systems that are adopted
by state actors, even if they are of a
purely informative character, should
always be subject to increased
requirements, as they tend to have a
higher fundamental rights relevance.
Regarding private operators, AI
applications that produce a fully
automated decision and that may have
an effect on individual’s fundamental
rights but are not as critical as to lead to
physical harm or to widespread
outcomes may fall under this category.

Risk level 3: medium
individual decision explanation
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Risk level 4: elevated risk
pre-market approval

At the next level, a full explanation of the
system would be required. This would
particularly mean that AI-systems with a
learning component may only use
explainable methods of machine learning.
Such explanation could be given, for
example, by means of explanation or
decryption algorithms. If business or
trade secrets were to hinder the full
disclosure of an algorithm’s logic, the
business entity would be required at least
to disclose them to an authorized
supervisory body or agency.

However, individuals should at the same
time be given certain access rights
similar to the one foreseen under Art. 15
GDPR. The individual should, based on
the information accessed, be able to
decide on their own whether he or she
wants to take action against the system’s
outcome. This would include information
not endowed with any significant
confidentiality character such as meta-
information on training data (descriptive
statistics) and quality criteria such as
performance metrics.

Furthermore, preventive admissions
procedures in the form of pre-market
quality controls could be required to
ensure compliance with relevant law prior
to its use.

In addition, ongoing dynamic operator
obligations would need to be installed.
These would make operators responsible
for the results of decisions and the
procedural correctness of the system
even after its admission to the market.
Such requirements could apply to AI
used within the judiciary and law
enforcement or for the examination and
allocation of benefits. Regarding private
parties, due to the risk to health and life,
the need for market authorisation
procedures may further apply to
applications in areas, such as the health
and transport sector.

Risk level 5: high
prohibition of self- or deep-learning algorithms

The highest level of intervention would apply only to exceptional applications which impose
systematic and tremendous risks in terms of impact, such as automated lethal weapons. In
addition to the previously listed obligations, we would suggest considering limiting
applications to non-learning AI systems, i.e. those based on linear regression, or whether
other reliable, safe limitations could be found to ensure full oversight and human control of
the application.
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In many cases, the more effective the AI, the harder it
will be to explain its decisions in terms humans can
understand. Indeed, many AI experts posit an inherent
technical trade-off between accuracy and explanation.50

Furthermore, while AI systems can be made explainable,
this may result in a trade-off between cost and
interpretability. If every step must be documented and
explained, the process becomes slower and may be
more expensive.51

Thirdly, trade secrets may hinder ‘opening the black-
box’. In this regard, the AI Now Institute argues that AI
companies should waive trade secrecy and other legal
claims that inhibit full auditing and understanding of their
software, because such trade secrecy contributes to the
black box effect and makes it hard to assess bias,
contest decisions or remedy errors.52

Mindful of potential trade-offs and the requirements to
balance various interests, we suggest that it might not
be necessary to establish a compulsory waiver of
business secrecy. Instead, as will be shown in the next
section and exemplified in the use case on explainable
AI (XAI) in fintech, it might be sufficient to introduce
various degrees of explainability requirements and resort
to XAI technology - which can explain algorithmic
systems without necessarily exposing any trade secrets.

Potential trade-offs
and limits

III.
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Of the five transparency dimensions outlined above, the prerequisites can be specified
in advance of an application under the categories of identification-transparency,
context-transparency, function-transparency and option-transparency, whereas
explanation-transparency is only given ex post. The first four dimensions are simpler to
implement in practice, and the approach of privacy by design can be followed here (1.).
It is more difficult, however, to explain the system afterwards, especially if neural, self-
learning systems are involved. Therefore, more sophisticated approaches are required
here, which are explained below under the keyword explainability (2.).

How to implement transparency 
and explainability

IV.

To implement the above-mentioned
identified transparency requirements,
the approach of ‘regulation by and in
design’ could be adopted. The
rationale behind ‘regulation by
design’ is that relevant norms are
embedded in the technology itself.53
The concept is inspired by Article
25(1) GDPR which requires
controllers by default to process only
those data that are strictly relevant
for each specific purpose. This idea
was further developed and is now
recognized under the term of ‘ethics
by or in design’, meaning that also
other relevant requirements may be
incorporated into the system itself.54

When incorporating the above-
mentioned criteria into the
architecture of an AI system by
default, transparency of the system
would be enhanced as these would
be clearly identifiable and traceable in
the system.

Implementing transparency1.
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Below we suggest to models to implement explainability of AI: Explainable AI (a.)
and blockchain technology (b.).

Implementing explainability2.

XAI is a concept based on the idea that
algorithms provide explanations of their
own decisions.55 It goes back to the
‘Explainable AI’ initiative that was launched
in 2016 by the US Defense Advanced
Research Projects Agency. This initiative of
several organizations and companies aims
at developing ways to decode deep-
learning algorithms.

One way to gain explainability in AI
systems is to use machine learning
algorithms that are inherently explainable.
For example, simpler forms of machine
learning such as decision trees, can
provide the visibility needed for critical AI
systems without sacrificing too much
performance or accuracy.56

As far as neural networks are concerned,
different XAI models may be applied for
different aspects of explanation.

Explainable AIa.
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Exogenous explanation models, for instance, attempt
to provide explanation from the outside of the system.
As part of these, local-interpretability models provide
the subject of a recommendation or decision with
information about the characteristics of individuals
who received similar decisions.

Another exogenous method is counterfactuals.
Counterfactuals can help individuals understand
which factors may have most affected the algorithm’s
outcome. This could be used, for instance, in credit
score decisions, as in these situations individuals may
be interested to know which factor was decisive for
the system’s outcome.57

On the positive side, counterfactual explanation
presents one of the least invasive forms of explanation
and can therefore bridge the gap between the
interests of data subjects and data controllers that
otherwise acts as a barrier to a legally binding right to
explanation.58 However, the counterfactual
explanation has also been criticized as it may mislead
by suggesting that some factors have an importance
that they do not have.59 They achieve a reduction of
complexity even in cases where complexity cannot be
avoided in an accurate representation of the system.
Counterfactual explanations suggest that complex
decisions are explained by the causal role of a limited
number of features. This can be problematic when,
for example, there are, in fact, many features playing
an equivalently important, or near equivalently
important role.60

Exogenous models(1)
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Such an exogenous model has been
introduced by Firamis, a B2B FinTech
company that is funded by the EU
Research and Innovation programme
Horizon 2020.61 The model follows
an agnostic approach and aims at
identifying the decision-making
criteria of an AI system and variable
importance. In addition, the model
enables a visualisation of the results
on a dashboard.62

It can be applied to various AI
systems, e.g. for credit risk
assessment when loan decisions are
made based on credit scoring
platforms. In this particular use case,
the model would identify the logic
behind a credit risk assessment with
a possibility to reveal the decision-
making criteria, so that the actual
score could be explained, and
understood.63

Thus, the model can be of great
assistance, when minimizing the risks
related to opacity of AI systems.
Firstly, it enables the possibility to
monitor the decision-making process
to ensure accountability and
traceability. Secondly, it helps to
expose potentially biased or
erroneous decisions. Thirdly, the
individuals affected by the decision
would have the opportunity to not
only understand, but also to contest
and take further action.

Credit risk assessment

Instead of revealing the source code of the algorithms, so-called surrogate
models create a second algorithm alongside the original. Such models are able
to analyse featured input and output but are not capable to reveal how these
are weighed in the system.64 Such a system may be suitable for product liability
cases, for instance, in order to reconstruct the decision of a driverless car.65

Decomposing 
explanation models

(2)
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Another potential means to enhance
transparency of AI technology is to
make use of the so-called blockchain
technology. Blockchain technology is
a decentralized, distributed ledger
that records the provenance of a
digital asset.66 Through the use of
blockchain technology, immutable
records of all the data, variables, and
processes are available. The audit
trail could be used as evidence and
thus help to challenge a decision in
court.

Thus, blockchain technology could
make a major contribution to creating
transparency of AI. So far, however,
this is only cautiously proposed as a
solution. One reason is that
blockchain technology requires high
energy input. Yet another problem
arises with regard to the GDPR: Due
to the decentralized structure and
mode of operation of blockchain, it is
not compatible with the primacy of
the GDPR, according to which each
data processing must be able to
appoint a responsible data controller.
Furthermore, the fact that
transactions in the blockchain can
hardly be changed and are,
therefore, deemed immutable to
hacking is difficult to reconcile with
the right to be forgotten, codified in
Art. 17 of the GDPR. According to a
study by the European Parliament67,
however, the identified tensions are
primarily a result of a lack of certainty
on how specific concepts of the
GDPR should be interpreted.

Given the outlined legal insecurities of
blockchain in relation to the GDPR,
the V29 Legal invites the Commission
to provide further regulatory guidance
to reconcile these conflicting
regimes.

In summary, different approaches of
XAI and other methods can play an
important role to achieve AI’s
explainability. However, mathematical
explainability of systems alone must
not become a panacea. For example,
from the point of view of end users,
the specification of formulas alone
cannot provide the necessary
explanation. Information about the
purpose of the AI system and the
criteria used can be of greater
practical use. At the same time, it
would also be too brief to declare XAI
unnecessary, as is sometimes done
in the literature.68 As our analysis has
shown, the explainability of decisions
is also presupposed for courts or
state actors or plays a decisive role in
the context of questions of evidence
or liability, in which technical details
of the system used in each case
must be able to be presented for
evidence purposes. For this reason,
the requirement of explainability
always depends on the respective
person concerned and his or her
situation. In order to always enable
the defence against a fully automated
decision, the traceability of the
systems is, therefore, key. This
should be taken into account in
future regulation at the EU level.

Blockchain technologyb.
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Conclusion

Transparency of AI systems is one of the key components of trustworthy AI. In
order to ensure the successful development and deployment of AI systems within
the framework of a European values-based system and the rule of law, it is
decisive to strike a balance between the specifics of the AI technology and the
requirements for the system’s transparency and explainability.

This Contribution Paper suggests that this task can be accomplished by
considering different AI-applications and technologies and addressing AI-related
risks in a more differentiating and detailed manner. Transparent AI systems are a
key requirement to ensure accountability and traceability, human control and risk
prevention, accuracy and non-bias, contestability and action and to unlock the full
potential and trust in this technology. The Contribution Paper suggests that fully
transparent AI systems must be clearly identifiable as such, state their purpose,
indicate their underlying functioning in such a way that independent performance
tests can be carried out, offer an ex post explanation of individual decisions and
contain information on alternative courses of action.

A new European AI framework should build on these transparency requirements
and, based on a risk assessment, classify AI applications into five different risk
levels, each with increasing transparency and monitoring obligations:

• Risk-level (1): low risk – ex post traceability;

• Risk-level (2): moderate risk – basic function monitoring;

• Risk-level (3): medium risk – individual decision explanation;

• Risk-level (4): elevated risk – pre-market approval;

• Risk-level (5): high risk – prohibition of self- or deep-learning algorithms.

Finally, in order to reach the required explainability and traceability, different
explainability methods, such as XAI and blockchain technology, can be useful to
explain AI systems based on complex neural networks with self-learning or deep
learning capabilities. Certain methods could, in the long term, be identified by
specific labels or standardised through certification at EU level.

G.
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